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The human genome sequence remains incomplete, with multimegabase-sized gaps representing the endogenous centro-
meres and other heterochromatic regions. Available sequence-based studies within these sites in the genome have dem-
onstrated a role in centromere function and chromosome pairing, necessary to ensure proper chromosome segregation
during cell division. A common genomic feature of these regions is the enrichment of long arrays of near-identical tandem
repeats, known as satellite DNAs, which offer a limited number of variant sites to differentiate individual repeat copies
across millions of bases. This substantial sequence homogeneity challenges available assembly strategies and, as a result,
centromeric regions are omitted from ongoing genomic studies. To address this problem, we utilize monomer sequence
and ordering information obtained from whole-genome shotgun reads to model two haploid human satellite arrays on
chromosomes X and Y, resulting in an initial characterization of 3.83 Mb of centromeric DNA within an individual
genome. To further expand the utility of each centromeric reference sequence model, we evaluate sites within the arrays
for short-read mappability and chromosome specificity. Because satellite DNAs evolve in a concerted manner, we use
these centromeric assemblies to assess the extent of sequence variation among 366 individuals from distinct human
populations. We thus identify two satellite array variants in both X and Y centromeres, as determined by array length and
sequence composition. This study provides an initial sequence characterization of a regional centromere and establishes
a foundation to extend genomic characterization to these sites as well as to other repeat-rich regions within complex
genomes.

[Supplemental material is available for this article.]

Extensive tracts of near-identical tandem repeats, known as satel-

lite DNA arrays, are associated with constitutive heterochromatin

and commonly provide the sequence definition for regional cen-

tromeres, or sites responsible for chromosome segregation (Yunis

and Yasmineh 1971; Willard 1990; Schueler et al. 2001). Proper

regulation of these sites is critical for cellular viability, as disruption

in epigenetic maintenance often leads to genome instability and

aneuploidy (Dernburg et al. 1996; Peng and Karpen 2008; Ting

et al. 2011; Zhu et al. 2011). Despite their biological importance,

the satellite DNA-rich regions remain incomplete and largely

uncharacterized even within extensively sequenced and studied

genomes, resulting in large, multimegabase gaps within each

chromosome assembly (Henikoff 2002; Eichler et al. 2004; Rudd

and Willard 2004). This presents a fundamental challenge to on-

going genomic studies aimed at understanding the role of these

specialized domains in cellular function and emphasizes the need

for a more complete representation of sequences that comprise

highly homogenized arrays.

Efforts to predict the linear sequence arrangement within

satellite arrays are impeded by insufficient and sparsely arranged

sites capable of distinguishing one copy of the repeat from another,

resulting in an increase in read coverage and assembly collapse

(Durfy and Willard 1989; Schueler et al. 2001; Schindelhauer and

Schwarz 2002; Treangen and Salzberg 2011). The extreme homo-

geneity further exacerbates the challenges faced by BAC-based

sequence assembly, resulting in only marginal satellite DNA di-

rectly adjacent to heterochromatic and centromeric gaps in most

reference assemblies (Eichler et al. 2004; Rudd and Willard 2004).

Although these variant sites present a methodological challenge,

their representation is necessary to study mechanisms of array

evolution (Willard and Waye 1987; Santos et al. 1995; Warburton

and Willard 1995), improve long-range physical maps (Wevrick

and Willard 1989; Luce et al. 2006), and map sites of epigenetic

enrichment that are important for centromere function (Maloney

et al. 2012; Hayden et al. 2013). Thus, much effort has been de-

voted to designing approaches that are capable of deciphering

satellite arrays.

Indeed, extensive experimental studies of human centro-

meric satellite arrays have provided a foundation on which to ex-

tend characterization of array sequence composition, organiza-

tion, and evolution (Willard et al. 1989). Endogenous centromeres

in the human genome are enriched with a single AT-rich satellite

family, known as alpha satellite (Manuelidis 1978). Inherent se-

quence diversity between copies of the fundamental ;171-bp re-

peat unit enables alpha satellite monomer organization to be

studied in a chromosome-specific manner (Willard 1985). High-

resolution genomic characterization of alpha satellite organization

reveals two general subtypes: those that appear to be highly di-

vergent with few apparent local homology patterns, known as
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monomeric, and those monomers that are organized into tan-

demly repeated, multimonomer units, known as higher-order re-

peat (HOR) units (Willard and Waye 1987; Alexandrov et al. 1993).

In contrast to monomeric alpha satellites, where near-identical

tandem repeats are only occasionally observed and which provide

little challenge to standard assembly efforts, HORs typically oc-

cupy multimegabase-sized homogenized arrays that are vastly

underrepresented in each chromosome assembly (International

Human Genome Sequencing Consortium 2004; Rudd and Willard

2004; Hayden et al. 2013). As a result, sequences of chromosome-

assigned HOR arrays are currently absent from the reference as-

sembly (Rudd and Willard 2004; Hayden et al. 2013). Character-

ization of satellite and nonsatellite sequences that comprise a single

array is necessary to initiate comparative analyses between in-

dividual genomes to study how these sequences change over time.

Individual alpha satellite arrays have been shown to vary

considerably in array length and HOR sequence variants within

the human population (Waye and Willard 1986; Durfy and Willard

1989; Wevrick and Willard 1989; Oakey and Tyler-Smith 1990;

Warburton et al. 1991; Santos et al. 1995). This level of sequence

variability is found between maternally and paternally inherited

chromosomes (Mahtani and Willard 1990; Warburton and Willard

1995; Roizès 2006), and in whole-genome data from diploid ge-

nomes; accordingly, it is difficult to infer the long-range sequence

organization and assign sequence variants to a single array. The

X and Y chromosomes, represented as haploid arrays in the male

genome, offer a unique opportunity a for high-resolution sequence

definition of individual centromeric arrays. Experimental studies

of these regions have provided an initial estimate of long-range

sequence organization by physical mapping (Tyler-Smith and

Brown 1987; Mahtani and Willard 1990, 1998), sampled HOR

homogeneity from sequencing within the array (Durfy and

Willard 1989; Schueler et al. 2001; Schindelhauer and Schwarz

2002), and demonstrated the utility of a small number of array-

assigned sequence variants, or experimental markers, to study cen-

tromere evolution (Durfy and Willard 1990; Laursen et al. 1992) and

population genetics within a limited number of individuals (Oakey

and Tyler-Smith 1990; Santos et al. 1995, 2000). These centromeric

surveys offer a strong foundation upon which to build compre-

hensive satellite DNA descriptions across the entire centromeric

region within and across a large number of human genomes.

Here we model the sequence composition and local monomer

organization across two alpha satellite haploid arrays on chromo-

somes X and Y, presenting an initial characterization of sequences

currently represented by centromeric gaps in the chromosome

assemblies. To accomplish this, we have designed and imple-

mented software (linearSat) that utilizes monomer sequence and

relative order as observed from a whole-genome shotgun (WGS)

read database (Levy et al. 2007), to present a linear sequence model

that describes sequence content within each satellite array. To

demonstrate the utility of these reference sequences, we have in-

dicated those sequences that are represented only on the X or

Y chromosome, defining chromosome-specific markers useful in

short-read mapping (Hayden et al. 2013). Additionally, we have

provided annotation of satellite sequence copy-number estimates

to determine sites in the array that are low-copy and thus useful for

extending long-range array characterization. Acknowledging

the expected variability of satellite DNA arrays in the human

population, we study this singular reference relative to 366 male,

low-coverage genomes to perform a high-resolution analysis of

sequence profiles and array length estimates (The 1000 Ge-

nomes Project Consortium 2012). This study provides an initial

sequence characterization of regional centromeres from chro-

mosomes X and Y and establishes a foundation for extending

this method to study other satellite DNA arrays within complex

genomes.

Results

Algorithmic overview

Centromeric satellite DNAs are composed of tandem repeats that,

apart from a limited number of variant sites, are identical across

multimegabase-sized arrays. This excess of sequence identity and

an inability to determine the correct biological ordering of repeats

has challenged previous assembly algorithms. Here, we provide an

alternate approach to characterizing satellite DNA arrays; aban-

doning the need to determine the ‘‘true’’ linear order, we rather

aimed to generate a linear sequence that models the observed

variation and repeat order as identified in an initial database of

high-quality, Sanger WGS reads.

This general sequence-processing pipeline is subdivided into

three steps, as depicted for the centromere X alpha satellite array in

Figure 1. The HOR sequence on the X chromosome (DXZ1) is de-

scribed by a highly homogenized, 12-monomer tandem repeat

that spans the length of the centromeric gap in Figure 1A (Waye

and Willard 1985; Mahtani and Willard 1990). A limited number of

HOR sequence variants are observed across the entirety of the ar-

ray, defined by single-copy nucleotide variants (as indicated in

Fig. 1 by a single-base change resulting in two HORs that are 99%

identical within the pink and blue boxes), rearrangements result-

ing in a different monomer number and organization from the

canonical repeat unit (highlighted in orange), and insertion of

nonsatellite sequences (as shown for the long interspersed element

[long interspersed element, or LINE] in green). To study the oc-

currence and frequency of such variation within a given array, it is

first necessary to create a read database specific to the DXZ1 array

(Fig. 1B, step 1). Each HOR can be defined as an ordered arrange-

ment of alpha satellite monomers (labeled m1–m12, with average

length of 171 bp) that is repeated in a head-to-tail organization (as

illustrated by the red line connecting m12 back to the start of the

repeat [m1]). Due to high sequence identity among copies of

a given HOR, the majority of individual monomers appear iden-

tical to the corresponding consensus monomer sequence, noted as

gray ovals. However, variant sites of single-nucleotide change are

shown in blue, rearrangement in monomer ordering in orange

(where m7 is observed adjacent to m9, omitting m8 found in the

canonical organization), and sequence insertion and deletion

(as illustrated in green to mark the site of LINE insertion adjacent

to m10) can be readily detected within the data set. Thus, by

generating an initial description of sequence content within

each centromeric array one is able to document variant sites and

the relative frequency of their occurrence (Durfy and Willard

1989).

Second, the DXZ1 sequence database can be reformatted as

a bidirectional multigraph (Medvedev and Brudno 2009), as illus-

trated in Figure 1B, step 2. All identical full-length monomers are

compressed to represent a single node, thereby emphasizing those

variant sites within the array. For example, m2, containing a sin-

gle-base change from the consensus, can be subdivided into two

monomer groups: m2v1 (containing five identical monomers) and

m2v2 (defined by one monomer). Edges between nodes are de-

fined by local monomer adjacency and relative orientation, as

observed in the initial read database. Edge weights provide the
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frequency of observed read adjacencies from each node. Junctions

with non-alpha satellite sequences, as provided for the example of

the LINE element, are cataloged, including the partial, interrupted

alpha satellite monomer.

The final step uses a second-order Markov chain model to

generate sequences of monomers. This is built up by looking at the

order of monomers in each read, and for

each possible pair of adjacent monomers

in the data, counting up the type and

amount of third monomers that follow

this pair (Rambaut and Grassly 1997).

The algorithm generates a linearized

monomer order, producing the first two

monomers as a special case, and thereaf-

ter picking the next monomer randomly

from all of the monomers observed to

directly follow these two monomers, with

the probability weighed according to the

frequency of these following monomers

observed in the read database. This pro-

vides a complete traversal of the sequence

graph of size N, or the estimated array

length provided by sequence coverage.

The algorithm is designed to include each

edge at least once and in proportion to the

provided edge weights. When a monomer

is randomly picked, the probability that it

will be picked in subsequent rounds is re-

duced to increase the chance that rare

monomers will be included in the output.

Given the homogeneity of the ar-

ray, sites that differ from the consensus

are expected to have low read coverage

and occasionally present premature path

termination. To ensure that such low-

frequency variants are fully represented by

the algorithm, artificial edge assignments

link monomers relative to consensus-

based ordering, relying on first-order

information. Modeled arrangement of

a centromeric array is intended to provide

a more complete sequence definition of

sequence variant and monomer ordering

proportional to an initial unassembled

read database (as shown in Fig. 1B, step 3).

This approach, while preserving local

order and including both common and rare

variation, does not necessarily depict the

true long-range HOR ordering across the

length of the inferred centromere array, nor

the repeat orientation, and is not guided by

the current reference assembly on the ad-

jacent p- and q-arm. The resulting centro-

mere array models do provide a linearized

description of the sequences within a given

satellite array read database, resulting in a

genomic reference useful in extending

mapping tools and functional annotation.

A comprehensive study of chromosomes
X and Y centromeric sequences

To provide centromeric reference models of alpha satellite arrays

on chromosomes X and Y, we prepared HOR (DXZ1 and DYZ3)

read databases from a single male reference genome (HuRef) (Levy

et al. 2007; see Methods). DXZ1 has a 12-mer HOR (Willard et al.

1983; Waye and Willard 1985), represented by 15,563 reads (to-

taling 13.9 Mb) and DYZ3 has a 34-mer HOR (Wolfe et al. 1985),

Figure 1. An algorithmic overview of satellite characterization and linear representation. (A) Cartoon
depiction of centromeric array spanning the complete centromere assigned gap on chromosome X. The
multimegabase-sized DXZ1 array is comprised of tandemly arranged higher-order repeats, shown as
dark-gray arrows. Examples of array sequence variants are indicated as follows: between pink and blue
boxes, single-nucleotide change, illustrated in the second monomer of the HOR; orange box provides
a description of monomer rearrangement with a deletion in HOR monomer order; and green box
demonstrates a site of transposable element insertion interrupting the repeat. (B) To generate linear
representation of these sequences the algorithm uses three key steps: First, an array sequence database is
generated, where full-length monomers that are identified on each WGS read are organized relative to
the DXZ1 HOR canonical repeat, with sites of variation as indicated. Second, read databases are
reformatted into sequence graphs, wherein nodes are defined by identical monomers and edge weights
are defined by the normalized read counts that define each observed adjacency in the WGS read database.
Finally, traversal of the graph using a second-order Markov model provides a linear description of the
original read database: presenting variant sequences in proportion and preserving the local-monomer
ordering (defined by length of read database ;500 bp) as observed in the initial read database.

Linear sequence models of human centromeric DNA
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represented by 1008 reads (totaling 0.89 Mb). The array length

estimates, as determined by read depth in the HuRef genome, fall

into an expected distribution of previous high-molecular weight

pulse-field gel electrophoresis (PFGE) studies across a variety of cell

lines for the DXZ1 array (with array lengths that vary between 1.3

and 3.7 Mb) (Mahtani and Willard 1990) and the DYZ3 array

(ranging from 0.2 to 1.2 Mb) (Wevrick and Willard 1989; Oakey

and Tyler-Smith 1990). In addition, we have validated PFGE array

size estimates from the donor-matched cell line (data not shown),

providing further support for the general findings within our

study.

A study of alpha satellite sequences within each higher-order

array read database provided evidence that the arrays are indeed

highly homogenized (monomer global alignments to consensus;

DXZ1: 97.4% average, with range 92.2%–100%; DYZ3: 99.6%,

with range 97.2%–100%) and that interruptions in the array by

nonsatellite DNA are exceedingly rare (six events in the 3.6-Mb

DXZ1 array, and no detectable events across the DYZ3 array). Ad-

ditionally, monitoring the directionality of the monomers on both

single reads and between paired reads, we find no evidence of shifts

in polarity, suggesting that the HORs are organized in a single

orientation across the length of the entire array in the HuRef ge-

nome. Paired-read assessment across both the X and Yarrays would

suggest that the majority of paired reads contain only HOR satellite

sequences, with only a small fraction (<1.0%) assigned to uniquely

mapping sequences that can be confidently assigned to the p- or

q-arm. Thus, these data provide evidence, in line with previous

studies (Tyler-Smith and Brown 1987; Mahtani and Willard 1998),

for a single alpha satellite array that spans the length of each

centromere-assigned gap for chromosomes X and Y.

To study the occurrence and frequency of array HOR sequence

variants, we reformatted the read database into full-length, high-

quality monomers with notation relative to the consensus

monomer ordering for the DXZ1 and DYZ3 repeat units. Total

monomer libraries across the repeat were consistent in both

DXZ1—with an average of 3583 monomers across the 12-mer

HOR—and DYZ3—with an average of 58 monomers across the

34-mer HOR (Supplemental Fig. 1A). Compression of monomers

into groupings based on strict identity (or 100% identity) revealed

;10-fold compression for DXZ1 (average 300 unique monomer

types) and ;20-fold compression for DYZ3 (average three unique

monomer types) (Supplemental Fig. 1B). Sites that vary from each

Figure 2. A complete array sequence database across centromeric regions. Monomer sequence identity across each monomer with average percent
identity across a 10-bp window, with red color increasing to 100% as provided in the key. Transitions (green) and transversions (blue) relative to the
consensus sequence are provided for each 10-bp window (where the sum of each paired transition frequency window and transversion frequency
window is 1). Sites of single base-pair insertion (white tracks with dark-gray background) and deletion (dark-gray on light-gray background) are provided
as observed in the monomer library. Junctions that describe insertions of RepeatMasker-identified transposable elements are shown in purple with
numbers indicating read depth. Consensus links (>3000 read support) between individual monomers are shown in black, nonconsensus links describing
rearrangements in the HOR repeat structure ordering are shown in shades of blue, with color intensity increasing with estimated copy number. Image was
created using the Circos software (Krzywinski et al. 2009).
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HOR-derived consensus appear to be relatively equal between

transitions and tranversions (as shown for DXZ1 in Fig. 2), al-

though we detect that the bases that differ from the consensus

appear to deplete the total number of GC base pairs, thereby in-

creasing AT-richness. Within the array, 8% of single-site changes

are characterized by insertions or deletions relative to the con-

sensus (insertion and deletion tracks) (Fig. 2). The majority (68%)

of these sites are associated with the expansion or contraction of

homopolymer sequences, with relatively equal changes associated

with A and T nucleotides. Single- or multiple-base changes within

the array provide little evidence for variation in the length of each

individual alpha satellite monomer, thus maintaining the in-

dividual alpha satellite repeat unit length.

Although the majority of reads support a canonical monomer

ordering, we identify 10 sites of HOR rearrangement in DXZ1 (of

which two have been previously described) (Fig. 2; Willard et al.

1983; Warburton et al. 1991), and three sites in DYZ3. Inves-

tigation of the DYZ3 HOR repeat identified a low-frequency, two-

monomer insertion previously determined to be represented in

a smaller proportion of the array in European genomes (Wolfe et al.

1985; Santos et al. 1995). Additionally, we detect evidence for local

duplication of m13, and a rearrangement involving m11 and m13

(Supplemental Fig. 1C).

The read databases for DXZ1 and DYZ3 were reformatted into

a sequence graph (as shown in Fig. 1), where nodes describe a

grouping of identical full-length monomers, and edges between

nodes are provided based on observed local monomer ordering

within a single read. In summary, we have used this data structure

to describe a read database, representing the census of sequences

that comprise DXZ1 and DYZ3 arrays in the HuRef genome.

Centromere reference models for DXZ1 and DYZ3 alpha
satellite arrays

To generate a centromere reference model of each alpha satellite

higher-order array, we designed the linearSat software (see

Methods for URL and description). This software utilizes a second-

order Markov model to traverse each respective centromeric se-

quence graph, resulting in monomer ordering that is proportional

to that observed within the initial read database. The software is

sensitive enough to include low-coverage, variant sites within the

array, and uses a consensus-informed ordering that guides the

extension of monomer ordering relative to the canonical repeat

organization within ambiguous regions defined by low read depth.

Junctions between alpha satellite monomers and non-alpha sat-

ellite sequences described within each sequence graph are repre-

sented as those high-quality bases ($ a phred score of 20) adjacent

to the full-length monomer, defined by partial alpha and non-al-

pha satellite sequences with an appended 100-bp gap (as first

depicted in Fig. 1B). Read-depth estimated array sizes for both

DXZ1 and DYZ3 were used to set the threshold for Markov chain

termination. In doing so, we determined the content of a 3.6-Mb

DXZ1 array and a 0.23-Mb DYZ3 array, representing a full listing of

all monomers in the proportion expected from the input.

To evaluate the accuracy of these results, we performed

a comparison of each generated array sequence to the original read

database. The linearSat software operates at the level of full-length

monomers, thereby omitting information from partial monomers

commonly found at the 59 and 39 ends of individual sequence

reads. To account for the representation of these sequences in the

final projection, we reformatted the generated linear sequence and

those WGS reads from the original unassembled sequence database

into windows of size k (where k = 50–400, with a 1-bp slide in both

strands), demonstrating an average positive predictive value of

94% and 95% across all lengths k for DXZ1 and DYZ3, respectively

(Fig. 3A). To evaluate each inferred centromere projection for

a predicted monomer ordering that is not observed in the initial

read data set, we performed inverse analysis and determined

a predictive value of 84% averaged across windows in DXZ1 and

94% in DYZ3 (Fig. 3B).

Given the stochastic approach of using a generative Markov

process, we do not expect to generate the true long-range linear

order across the entire array. However, we hypothesize that this

model is capable of correctly predicting regional sequence orga-

nization (defined as greater than the length of a single read) within

the resulting linear sequence. To evaluate the long-range pre-

diction, we studied concordant paired-read support between or-

dered HOR within each array, demonstrating that roughly 74% of

small plasmid inserts (with an average insert size of 2 kb) in the

DXZ1 array and 95% within the DYZ3 array have at least one

concordant arrangement within the generated array. We hypoth-

esize that longer reads, thereby increasing the model order, would

greatly improve our confidence in true HOR ordering within the

array. To test this, we simulated long reads from each DXZ1 and

DYZ3 linearized array generated in this study and increased the

model order accordingly. Blocks of correctly ordered monomers

were determined against the initial DXZ1 and DYZ3 array repre-

sentations. Evaluation of the maximum block length, or longest

Figure 3. Evaluation of linear representation of centromeric arrays. (A) Estimate of accurate WGS sequences in processed linear representation of
X (black) and Y (gray) linearized centromeric arrays. Read libraries and linearized centromere arrays X and Y are reformatted into k-mer libraries (where k =
50–400 bp with 1-bp slide in both strand orientations), and the proportion of sequences observed in the initial read database are observed in the final
database. (B) Estimate of sequences observed in linearized centromeric arrays relative to the initial WGS sequence database, where proportions less than
one reflect the gain of novel sequence windows due to the Markov chain model. (C ) To determine the improvement of an array long-range prediction,
given an increase of model order, simulated long reads were generated at random from each linearized centromeric array (with length defined by
monomer order 3–23, with an average monomer of 171 bp), and the longest arrangement of correctly ordered monomers was normalized to the total
length of the array.

Linear sequence models of human centromeric DNA
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string that has an exact match with the initial array, is shown to

increase with model order (within the range of 3 to 24 monomers,

as shown in Fig. 3C), demonstrating the ability to correctly predict

the ordering of a megabase of the array (about a quarter of the

estimated DXZ1 array size, 0.9 Mb) using a monomer model order

of 22 (or the monomer order described on read lengths ;4 kb).

Additionally, we show that in extending the model order to 10

(as observed within a ;2-kb read), we observe that ;40% of all

available 10-kb windows within the array are correctly represented

(Supplemental Fig. 2A). Identifying a discrete list of monomer

blocks, we determined the equivalent N50 values to indicate a linear

improvement with an increased model order (Supplemental Fig.

2B). Therefore, this method is currently capable of representing local

monomer ordering and sequence composition within a satellite

DNA array and is expected to improve long-range organization

prediction with only an increase in read length.

Assessment of short-read mappability across centromeric
satellite arrays

Alpha satellite DNAs are expected to share a basic sequence defi-

nition across all subsets and a higher number of exact sequence

alignments among closely related HOR arrays (Alexandrov et al.

1988; Hayden et al. 2013). Such sequence homology is expected to

challenge accurate mapping and interpretation of short-read data

sets, common to epigenomic and population-based whole-ge-

nome sequencing studies (The 1000 Genomes Project Consortium

2012; The ENCODE Project Consortium 2012). To establish array

mappability (that is, to characterize those sequences specific to the

DXZ1 and DYZ3 arrays, as described earlier) (Hayden et al. 2013),

we reformatted each linearized centromeric array into a k-mer li-

brary (where k = 24-, 36-, 50-, 100-bp windows with a 1-bp slide)

and identified those sequences that are found only within the

DXZ1 or DYZ3 read database and lack an exact match with all

remaining sequences in the HuRef genome. At the resolution of 24

bp, we detect 78% of the DXZ1 array and 49% of the DYZ3 array to

be specific to those arrays, with a gain in array mappability with

increasing k-mer length (Supplemental Fig. 3). Additionally, a sur-

vey against 814 low-coverage genomes (The 1000 Genomes Project

Consortium 2012) by sex demonstrates the specificity of DYZ3 24-

mers to male individuals and a relative doubling of DXZ1-specific

24-mers when compared between females and males (Supple-

mental Fig. 4), as expected. As a result, we have qualified those sites

along the length of each centromeric array that are both present in

the original data set and are capable of ensuring array-specific

mapping and annotation.

Short k-mers within each DXZ1 and DYZ3 array can be further

studied within their relative abundance, thereby indicating those

sites represented in the majority of HOR repeats as well as sites of

low-frequency array variants. To annotate the prevalence of each

k-mer library with respect to either the DXZ1 or DYZ3 sequence

libraries, we estimated the frequency profiles across each linearized

centromeric array. We determined 2.1% of DXZ1 24-mers and

0.8% of DYZ3 24-mers to be equivalent to single copy (present in

the original-read data set at or below single-copy read depth esti-

mates [see Methods] and observed less than three times in the

inferred array). Due to the expected high level of homogeneity

within each array, the vast majority of sequences in both arrays are

defined by consensus sequence (representing 89%–92.3% of all

k-mers for DXZ1 and DYZ3, respectively), with all remaining se-

quences representing intermediate variants that are not yet fixed

within the context of the entire array. This initial sequence char-

acterization—defining array specificity and sequence copy num-

ber—is intended to qualify the interpretation and mapping capa-

bilities in these highly repetitive regions, thereby allowing these

sequences to be useful as a reference for ongoing genomic studies.

A study of centromeric array variation within human
populations

Satellite arrays are known to expand and contract through mech-

anisms underlying concerted evolution, resulting in substantial

differences in array length and quantitative differences in higher-

order repeat variants between individuals in the human pop-

ulation (Wevrick and Willard 1989; Mahtani and Willard 1990). To

assess this level of variation in a larger set of individuals, we sur-

veyed 366 male genomes from the 1000 Genomes Project to study

sequence abundance and population-based signatures of haploid

X and Y centromeric arrays (The 1000 Genomes Project Consor-

tium 2012). Due to low-coverage, haploid sequence representation

of X and Y arrays, we restricted our analysis to the top 75th per-

centile of the most frequent array-specific markers in the HuRef

genome (1546 unique 24-mers for DXZ1 and 1837 unique 24-mers

for DYZ3). To estimate pairwise similarity between individual ar-

rays, we calculated the Euclidean distance between frequency

vectors (24-mer normalized frequency profile for either the DXZ1

or DYZ3 array), resulting in an n 3 n (366 3 366) affinity matrix.

We performed unsupervised clustering (see Methods) to predict

two distinct array groups (group 1 and group 2), as illustrated in

heat-map clustered matrices in Figure 4A, for both DXZ1 and

DYZ3. To expand our study to identify those sequence features

useful in classifying each array group (i.e., capable of distinguish-

ing DYZ3 group 1 from group 2), we performed supervised learning

models (support vector machine, SVM) with leave-one-out cross-

validation (Wang et al. 2006). As a result, we identified 138 24-mers

within the 90th percentile that were capable of discriminating

DXZ1 groups (selected features with accuracy scores in the range

of 0.96 to 0.99) and 166 for DYZ3 (accuracy scores in the range of

0.86 to 0.91) (STbl1, Supplemental Fig. 5). It is expected that higher

sequence coverage and longer reads will offer an increased reso-

lution of mixing between each array group classification, as many

low-frequency alleles, describing relatively new mutations or in-

termediate signatures between the two groups, are not currently

included in this analysis.

To study the distribution of array lengths in the human

population, we provide DXZ1 and DYZ3 size estimates for each

haploid array (see Methods; Supplemental Fig. 6), resulting in

distributions that are largely concordant with previous experi-

mental estimates from smaller numbers of individuals (Table 1;

Mahtani and Willard 1990; Oakey and Tyler-Smith 1990). The

DYZ3 array is determined to have a mean size of 0.81 Mb and is

observed to vary by over an order of magnitude (range: 0.1–2.2 Mb)

(Wevrick and Willard 1989; Oakey and Tyler-Smith 1990). Like-

wise, we observe a mean array size of 3.2 Mb for DXZ1 (range: 0.5–

4.9 Mb), in line with previous estimates (Mahtani and Willard

1990). When applying the previous array classification labels

(groups 1 and 2 for both DXZ1 and DYZ3) based on sequence

signatures within each array, we identify groups of array lengths for

both DXZ1 and DYZ3 that fall into two distinct bimodal distri-

butions (t-test, DYZ3 P-value < 0.01 and DXZ1 P-value < 0.05) (Fig.

4B; Table 1). Thus, we provide evidence for two predominant sat-

ellite array types in each of DXZ1 and DYZ3 that are defined by

sequence composition and associated array length distribution

(STbl2).
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To investigate population-based patterns of satellite array in-

heritance, we subdivided the DYZ3 groups 1 and 2 within the con-

text of 1000 Genomes population assignments (Fig. 4C). In support

of previous findings (Oakey and Tyler-Smith 1990), we determine

that DYZ3 group 1 arrays are observed in high frequency in western

Europeans (GBR, TSI, IBS) and that group 2 arrays are observed to be

more prevalent in Asians (CHB, CHS, JPT). When monitoring the

population assignment of the DXZ1 array groups, we observe

a higher prevalence of group 1 in Asian populations (CHB, JPT,

CHS), with a frequency of ;0.5 within individuals tested, and

within South American populations (MXL: 0.6, CLM: ;0.5). In line

with the hypothesis that the inheritance of the X and Y centromeric

arrays are independent of one another, we do not observe a statisti-

cal correlation between X and Y types relative to a simulated null.

In total, these data support the hypothesis that DXZ1 and

DYZ3 arrays in early human populations could be subdivided into

two general groups whose genetic signatures and array size are

largely maintained in modern human populations. This suggests

that mechanisms of conversion and unequal crossover greatly

outweigh the influence of novel mutation or interhomolog/chro-

mosomal exchange.

Discussion
Addressing a longstanding technical problem for sequence as-

sembly across genomic regions of highly homogenous repetitive

DNA, here we provide an initial linear sequence using locally or-

dered read assemblies of haploid human centromeric regions on

the X and Y chromosomes. Within this analysis, we convert a

comprehensive array sequence library into a sequence graph,

thereby permitting documentation of the occurrence and fre-

quency of sequence variants across the entirety of the array. To

convert this data structure to a linear reference sequence model, we

traverse a path through these centromeric sequence graphs to

present repeat local ordering and array sequence variants in

a manner proportional to that observed in the initial sequence read

database. Further, we demonstrate by simulation the utility of this

method to improve long-range ordering with a modest increase in

read length. It is important to note that each linear representation

provides an approximation of the true array sequence organi-

zation (as defined by the initial graph structure); however, the

inferred array sequence is capable of providing a biologically rich

Figure 4. Assessment of array variation in the human population. (A) Hierarchical clustering and heatmap representation of affinity matrices for array-
specific 24-mer frequencies across the X and Y centromeres provide evidence for two array groups (1 and 2). (B) Classification labels from spectral
clustering of array 24-mer profiles for each individual array demonstrate a bimodal distribution with observed array size (DYZ3 group 1 in blue, group 2 in
red; DXZ1 group 1 in yellow, group 2 in purple). Population-based labels assign array groups to particular geographic locations (C ).

Table 1. Array length estimate of DXZ1 and DYZ3

Chr (locus)
Array
group

Number
of arrays

Mean
size (Mb)

Range
(Mb)

X (DXZ1) 1 242 2.698 0.705–4.166
2 130 4.062 3.043–8.313

Y (DYZ3) 1 181 0.399 0.126–0.823
2 191 1.186 0.774–2.389
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description of array variants and local monomer organization as

observed in the initial read data set and is useful as a reference for

further genomic studies. Thus, this sequence characterization and

linear representation of a regional centromere address a funda-

mental challenge in the genome sciences—the inability to gener-

ate a reference sequence across regions of homogenized satellite

DNA. This work was intended to provide a high-resolution study of

two haploid arrays. However, the method should be useful for

generating a reference that represents pooled centromeric array

sequence libraries from diploid chromosomes.

Genomic descriptions of human centromeric regions are

necessary to promote studies of array sequence evolution and

function. This requires not only single, robust array reference se-

quences, but also tools and annotations to guide confident and

biologically meaningful alignments across highly repetitive re-

gions. Satellite DNA arrays are identical across the majority of

tandem repeats and, in addition, share stretches of identity with

related satellite arrays distributed throughout the genome (Hayden

et al. 2013). To address these issues and strengthen the utility of our

reference array sequences, we identified all sites that could be lo-

calized with confidence to only the X (DXZ1) and Y (DYZ3) arrays.

By thus establishing array-specific mappability, it is possible to

study sequence maps within the shared HOR definition assigned to

a chromosomally assigned array. The majority of these sites are

shared among most, if not all, copies of the repeat within the array.

To improve the resolution within each array, we have provided an

index of each array-specific marker to include HOR frequency or an

estimate of copy number within the HuRef genome. Such array

annotation strengthens the utility of this reference database and

will enable studies to extend from this singular read database to

perform comparative estimates of array sequence organization

within the human population.

Satellite DNA in centromeric regions had been previously

shown to vary in size and proportion of HOR sequence vari-

ants within the human population (Wevrick and Willard 1989;

Warburton and Willard 1992). Our evaluation of evolutionary

patterns of the X and Y arrays across 366 male individuals from 14

distinct human populations (The 1000 Genomes Project Consor-

tium 2012) reveals that DXZ1 and DYZ3 satellite arrays in modern

humans can each be classified into one of two groups defined by

sequence composition and array size. The results for DYZ3 are

concordant with previous experimental estimates of two bimodal

array types identified at different frequencies within Asian and

European individuals (Oakey and Tyler-Smith 1990). Here we ex-

tend that initial characterization to provide array group frequen-

cies throughout available population-assigned genomic data sets.

These data suggest that the rates of homogenization—conversion

and unequal crossing over—are sufficiently high to maintain the

array sequence states and sequence composition, and that in-

troduction of novel sequences by chance mutation and/or inter-

array exchange is exceedingly rare (Warburton and Willard 1995).

This decrease of sequence exchange is likely expected for the Y

centromere, due to the lack of homologous pairing at this site. In

contrast, the DXZ1 array pairs with a homologous X chromosome

and is expected to have a slightly elevated probability of sequence

exchange; it therefore may be more readily influenced by molecular

drive (Dover 1982; Ohta and Dover 1984). It is important to note

that, due to limitations of sequence coverage, many low-frequency

sequence variants capable of detecting low-proportional mixing

between groups may not have been discovered in this analysis.

In total, this work presents an initial centromere reference da-

tabase useful for promoting additional functional and evolutionary

studies to study these regions in a comparative and rigorous

manner. To make these data fully accessible and integrated into

current genomic studies, we have introduced an annotated refer-

ence (as shown in Fig. 5) that builds upon three central results from

our study: (1) the biological arrangement of repeats presented in

the singular reference database; (2) mappability indexing to em-

power additional studies to map and further characterize these

regions in an array-specific manner; and (3) a rich sequence defi-

nition across X and Yarrays in the human population. Collectively,

these efforts lead to a useful genomic reference enabling studies in

centromere function, satellite stability, and sequence evolution in

these repetitive sites in the genome.

Methods

Alpha satellite sequence graph: DXZ1 and DYZ3
Complete HuRef WGS read libraries for both DXZ1 and DYZ3 ar-
rays were obtained from alignment to full-length HOR sequences
that were previously described (Hayden et al. 2013). Alignments of
DXZ1 and DYZ3 HOR sequences (consensus HOR derived from
sequence read library) to all remaining HuRef genomic reads (with
subtraction of DXZ1 and DYZ3 reads) revealed no additional
alignments across 100 consecutive base pairs with a threshold
percent identity of 90% or greater. Reads paired to DXZ1 and DYZ3
assigned sequences were assigned to p- or q-arm using uniquely
mapping read assignments to the HuRef assembly (Levy et al.
2007) (using Burrows-Wheeler aligner, Smith-Waterman align-
ment BWA-SW) (Li and Durbin 2010). Repeats were identified in
array-assigned reads and high-quality paired reads using Repeat-
Masker (v4.0; cross_match, sensitive settings) (Smit et al. 1996-
2010). Full-length monomer predictions were initially determined
using hmmer software (Eddy 2009) and a model of consensus al-
pha satellite (Waye and Willard 1987). Limited events of spacing
between monomers, where the end of one monomer does not
directly precede the base of the following full-length monomer,
were evaluated and corrected manually. Monomer libraries of
sufficient quality (with a phred score of 20 across the entirety of
the full-length monomer) were organized in the same strand ori-
entation relative to orientation of published consensus. Global
alignments (EMBOSS, needle software) (Rice et al. 2000) provided
monomer libraries relative to a reference consensus DXZ1 and
DYZ3 HOR repeat unit. Sequence library viewer across DXZ1 used
in Figure 2 was created using Circos software (Krzywinski et al.
2009). Monomer groups are included in the study if support for the
given sequence variant is observed in donor-matched, targeted
resequencing (Hayden et al. 2013) or observed in available flow-
sorted chromosome alpha satellite sequences from X (Bentley et al.
2008) and whole chromosome flow-sorted data sets for the X
(Trace Archive query terms: center_project:‘CHR_X_10470’) and Y
chromosomes (Trace Archive query term: center_project=‘S228’).
Identical, full-length monomers were classified under a single label
(i.e., m1v1) and read descriptions were reformatted relative to the
order of identical monomer groups (i.e., read id m1v1 m2v1 m3v1,
etc.). Adjacency and second-order monomer information was
obtained from ordered arrangements of monomer labels on each
read in the array data set.

LinearSat algorithm

All documentation and source code for the linearSat is freely
available at https://github.com/JimKent/linearSat. In summary,
the program requires an input of monomer chains where each
vector lists monomer order as observed on sequence reads relative
to a model of a given higher-order repeat and monomer variant
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unique identifier (e.g., Read#1 m1v1 m2v1 m3v1, etc.). Although
the program is capable of generating Markov models of arbitrary
order, a model order of two was used for linear representation of
DXZ1 and DYZ3 arrays in this study as three full-length, high-
quality monomers were observed on average per WGS Sanger read
in the HuRef alpha satellite database. The program outputs a
Markov model of monomer variants and sequence generated fol-
lowing model probabilities. When the higher-order Markov model
has no data, a lower-order Markov model is used. If there is no data
to support a first-order Markov model, the higher-order repeat
model is used instead. The probabilities within a model are reduced
by the weight of the monomer output. When a variant is present
only once, there is only an expectation of one copy of the variant
in the output, a final pass is necessary to insert rare variants that are
present in input but not output; such insertions are constrained by
the higher-order model.

Intra- and interarray mappability

To identify those sequences that are array specific, DXZ1 and DYZ3
read databases were filtered to high-quality (where all bases within
the defined k are greater than a phred score of 20) k-mer library
(where k = 24, 36, 48, 100 bp) in forward and reverse orientation.
Reads that collectively defined each array database were subtracted
from the total WGS HuRef data set, resulting in two sequence li-
braries: a read library to query for specificity (either DXZ1 or DYZ3)
and a remaining library of reads useful in identifying the presence
and relative abundance of any given k-mer from the query as

background. Each individual k-mer was considered specific to
a given array if it was found in <0.1% of all alpha satellite reads, and
<0.01% of all reads in the HuRef genome. To determine copy-
number estimates of those k-mers that are specific to either the X or
Y array, we provided raw relative frequency values (or the number
of observed counts/total number of sequences within the array)
and copy-number estimates as derived from single copy read depth
distributions across nonsatellite DNA on chromosome matched
data sets.

Alpha satellite DXZ1 and DYZ3 array length estimates

Low-coverage Illumina sequencing reads were obtained from the
1000 Genomes Project representing 362 male individuals from 14
populations (The 1000 Genomes Project Consortium 2012). High-
quality 24-mers (phred score >20 for all bases) were compared with
array-specific 24-mers for DXZ1 and DYZ3. For each individual the
total number of high-quality 24-mers across all reads and the total
number of high-quality 24-mers exactly matching an alpha array-
specific 24-mer were enumerated. For each male individual, the
DYZ3 array size was first estimated as follows:

Where the proportion of all high-quality 24-mers matching
a DYZ3-specific 24-mer, or ‘‘a,’’ is normalized by the proportion of
all high-quality 24-mers on DYZ3-containing HuRef reads
matching one of the specific 24-mers, or ‘‘h,’’ multiplied by the
estimated size of the diploid male genome from hg19): a/(h*g). To
correct for any coverage bias, a set of 49,994 unique 24-mers was
obtained from the chrY reference sequence in hg19 and enumer-

Figure 5. Centromeric reference database and sequence annotation. Linear representation of the DYZ3 array is shown to completely replace the
centromere gap placeholder in the chromosome Y reference assembly. Evaluation of monomer ordering across the array predicts 40 higher-order repeat
units within a generated array of 227 kb. Increased resolution in the linearized centromeric array demonstrates the monomer sequence order along the
bottom in blue shading (labels m1v–m34v), which defines the particular HOR arrangement and the variant sites and base changes observed in the data set
(shown in purple). Each 24-bp sliding window across this region demonstrates the representation of these sequences within the HuRef WGS database, with
peaks indicating sites that are overrepresented and likely due to exact homology with satellites outside of the Y array. The top 75th percentile mappable
sites are provided to extend the survey across other individuals. Six individual array profiles are provided as an example of population-based data, where
DYZ3 array group 1 (three individuals from the CEU population) is shown in blue, and array group 2 (three individuals from the CHS population) is shown
in red.
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ated across all individuals tested. These control 24-mers were
matched to have the same distribution of AT-richness as the DYZ3
24-mers. To estimate the total error in the array size estimates, the
size of the control region was estimated by the same calculation for
each male individual and compared with the actual value. After
correction to the mean coverage bias across samples, 95% of
samples had control size estimates within 12% of the actual value
(for DYZ3). Similarly, the DXZ1 array estimates used 49,993 unique
GC-matched chromosome X 24-mers, corrected down by the
mean error rate of 1.7%.

Unsupervised clustering of array k-mer profiles

Each array-specific satellite sequence (1546 unique 24-mers DXZ1
and 1837 unique 24-mers DYZ3) was surveyed for normalized
abundance (total count of sequence observed normalized to the
total number of high-quality 24-mers within each whole-genomic
data set). The resulting matrices for DXZ1 and DYZ3 (n 3 m),
where ‘n’ represents each individual and ‘m’ provides the nor-
malized frequency for each 24-mer queried, provided a vector
profile of shared array sequence abundance with the initial HuRef
reference. An affinity matrix was constructed by pairwise calcula-
tions of Euclidean distance between individual 24-mer profiles,
providing a final n 3 n matrix of (366 individuals 3 366 in-
dividuals). To provide an initial assessment of cluster number, this
matrix was evaluated by hierarchical clustering displaying a heat
map, or clustergram object (MATLAB, 2009b). Unsupervised, spec-
tral clustering of two groups (Von Luxborg 2007) was determined
by principal component analysis (MATLAB, 2009b) and conse-
quently, k-means clustering (MATLAB, 2009b, The MathWorks;
squared euclidean distance measure) to predict two clusters in both
the DXZ1 and DYZ3 data sets. The optimal number of groups, or
k = 2, was determined as the greatest average measure of cluster
proximity, or mean silhouette values (MATLAB, silhouette plot).

Array group k-mer classification and recursive feature
selection

Similar to a previously published method (Wang et al. 2006), in-
dividuals were classified with labels from spectral clustering (group 1
and group 2 for both DXZ1 and DYZ3 arrays). Initial matrices (n 3

m) were provided for both DXZ1 and DYZ3 data sets, where ‘n’
corresponded to each feature (or array-specific 24-mer), and
‘m’ provided the normalized frequency (average of observed for-
ward and reverse 24-mer) for each individual. For each feature, or
24-mer, we iteratively applied a linear Support vector machine
(SVM) (R, libsvm) (Chang and Lin 2011) classifier. Leave-one-out
cross-validation was used to evaluate the classifier, by which all but
one individual in the data set was used to initially train the SVM
classifier to predict the class of the one held out individual. We
then compare the predicted class with the actual class membership
for the held out individual. Average accuracy scores across SVM
cross validation were provided for each 24-mer. Features are then
ranked based on the accuracy of the SVM classifier and the top
90th percentile k-mers are selected as the most informative fea-
tures. Supplemental Figure 6A shows the diagram of this feature
selection method.

Data access
The sequences and assemblies generated in this study have been
submitted to NCBI BioProject (http://www.ncbi.nlm.nih.gov/bio-
project) under accession number PRJNA193213 and GenBank
(http://www.ncbi.nlm.nih.gov/genbank/) under accession num-
bers GK000058 and GK000059. All documentation and source

code for the linearSat is freely available at https://github.com/
JimKent/linearSat.
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